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Abstract

Al algorithms increasingly inform decisions in credit, hiring, healthcare, criminal sentencing,
and public administration. In Canada, governing these tools is no longer only a technical
matter; it is also a matter of public policy. Yet policy debate still often asks whether an
algorithm is “fair” as if that question could be answered at the level of the model alone. In
many high-stakes settings, however, algorithmic outputs are filtered through human
judgment, institutional rules, and competing fairness objectives before they shape final
outcomes. This article draws five policy-relevant insights from the academic literature.
Fairness has multiple competing definitions, and they can pull in different directions. Better
predictive performance does not necessarily reduce disparity. A widening disparity after
adoption does not by itself identify the source of unfairness. How fairness risks are framed can
influence organizational response. And evaluating the model is not the same as evaluating the
decision process built around it. These points matter for how policymakers define fairness
objectives, interpret post-deployment disparities, communicate fairness risks, and govern the
translation from model output to institutional action.

%een’s ‘ JOHN DEUTSCH INSTITUTE

UNIVERSITY FORTHE STUDY OF ECONOMIC POLICY



Introduction

Artificial intelligence now shapes decisions that
affect access to credit, public benefits, healthcare,
jobs, pretrial release, and other high-stakes
outcomes. In many of these settings, the algorithm
does not make the final decision on its own. It
produces a score, recommendation, flag, or ranking
that is then interpreted by a loan officer, case
worker, administrator, recruiter, or judge. The
resulting outcome depends not only on what the
model predicts, but also on how people and
institutions use those predictions.

That point is especially important in Canada.
Federal guidance already moves in this direction.
The Treasury Board's Directive on Automated
Decision-Making, its scope guidance, and the
Algorithmic Impact Assessment treat automated
tools as part of a broader administrative decision
process, including cases where a system supports
rather than replaces a human decision-maker
(Treasury Board of Canada Secretariat 2025a,
2025b, 2026). This is the right starting point. The
policy object is not just the model. It is the decision
system.

Still, public debate often slips back into a narrower
question: is the algorithm fair? That question is
understandable, but it is often too small for the
settings that matter most. A technically strong
model can still be used badly. A disparity that
widens after deployment may reflect a problem in
the model, but it may also reflect human overrides,
institutional thresholds, or a change in how staff rely
on the system. And even when organizations try to
respond to fairness concerns, the way those
concerns are framed can affect whether they
improve the system, restrict it, or abandon it.

Drawing on the emerging evidence on fairness
measurement, Al-assisted decision-making, and
governance, this article emphasizes five
counterintuitive insights for policymakers. The
discussion that follows develops five related points
about fairness definitions, predictive improvement,
diagnosis, organizational response, and the gap

between model evaluation and decision-process
evaluation.

Different Fairness
Definitions Can Pull in
Different Directions

Policy discussions often use phrases such as “fair
algorithms” as if their meaning were self-evident. In
practice, they are not. Several different fairness
concepts exist, and they do not always point to the
same conclusion.

This became especially clear in the U.S. controversy
over COMPAS, a recidivism risk assessment tool
used to help inform pretrial release decisions. In
2016, ProPublica, a nonprofit investigative
newsroom, analyzed criminal justice data from
Broward County, Florida and argued that the tool
made mistakes in different ways across racial
groups: Black defendants were more likely to be
wrongly labeled high risk (higher false positive
rates), while White defendants were more likely to
be wrongly labeled low risk (higher false negative
rates) (Angwin et al. 2016). Northpointe, the
company behind COMPAS, replied that ProPublica
was judging the tool by the wrong benchmark. Its
defense was that, for people given the same risk
score, the score corresponded to a similar likelihood
of reoffending across racial groups (calibration or
predictive parity) (Dieterich, Mendoza, and Brennan
2016). The dispute was therefore not only about
whether the tool was biased. It was also about
which definition of fairness should count.

More broadly, one fairness idea is equal treatment
of similarly situated people: applicants with similar
underlying risk or qualifications should be treated
similarly. A second is error-rate parity: one group
should not face systematically higher false positives
or false negatives than another. A third is
calibration: a given score should mean roughly the
same level of underlying risk across groups. A fourth
focuses on realized outcomes, such as approval
rates, detention rates, or access to benefits after
accounting for relevant factors. These are not



interchangeable benchmarks. A system can perform
better under one and worse under another.

Later academic work clarified why this dispute could
arise even when each side was pointing to
something real and acting in good faith.
Chouldechova (2017) showed that a tool can give
scores that mean roughly the same thing across
groups (calibration or predictive parity) and still
make different kinds of mistakes across groups
(differences in false positive and false negative
rates) when the underlying rates of reoffending
differ across groups (different base rates). Kleinberg,
Mullainathan, and Raghavan (2017) then generalized
the point by showing that some widely used fairness
goals cannot all be satisfied at the same time except
in special cases. In some settings, then, the tension
among fairness criteria is not just a matter of
emphasis or perspective. It is built into the problem
itself.

This does not mean fairness assessment is futile. It
means fairess assessment should be tied to a
stated policy objective. A regulator concerned with
equal treatment among similarly risky applicants
may not choose the same fairness benchmark as
one concerned with error-rate disparities or unequal
access to a public service. If that choice is left
implicit, fairess debates can quickly become
confused, politicized, and hard to interpret. Good
governance therefore requires asking not whether a
system is fair in the abstract, but fair according to
which criterion, for which purpose, and at what
stage of the decision process. Precision in fairness
definition and adoption of a fit-for-purpose
definition is therefore part of good governance, not
a matter of semantics.

More Accurate Predictions
Can Still Widen Measured
Disparity

A common intuition is that when a model estimates
the relevant outcome more precisely, downstream
decisions should become fairer. Often, they do. If a
model more precisely estimates default risk, job

performance, or recidivism risk, fewer decisions are
driven by noise, and institutions may make fewer
mistakes relative to their own stated objective.

But more precise prediction does not guarantee
smaller disparities in realized decisions. Fuster et al.
(2022), studying the use of machine learning in
mortgage underwriting, shows that more
sophisticated machine-learning underwriting models
relative to simpler models can create winners and
losers and need not be distributionally neutral
across groups. A different mechanism can also
produce this pattern. Khan (2026) studies a setting
in which an unbiased predictor becomes more
precise, but its outputs are still filtered through
biased human cutoffs. In that setting, applicants in
the disadvantaged group who lie near the cutoff
become less likely to benefit from favorable
prediction error as precision rises. For that group,
disparity widens, and aggregate disparity can also
increase under some conditions.

A hypothetical hiring example helps make the point
concrete. Suppose a screening tool ranks applicants
more precisely by expected job performance, but
recruiters still apply a stricter effective threshold to
one group when evaluating borderline cases. The
stronger model may then make that difference more
visible in realized outcomes rather than less. More
precise prediction improves the information
available to decision-makers. It does not
automatically remove unequal treatment in how that
information is used.

A Widening Disparity After Al
Adoption Does Not Identify
the Cause

Suppose disparity widens after an algorithm is
introduced or upgraded. It is tempting to conclude
that the model created the unfairness. That
conclusion may often be correct. But the observed
change does not by itself prove it. Several
mechanisms can generate the same pattern.
Historical data may encode past distortions. A more
accurate model may interact with biased



downstream discretion. Staff may rely on
recommendations differently across types of cases.
Operational thresholds may shift after deployment.
Looking only at the before-and-after gap does not
tell us which of these mechanisms is at work.

In the bail context, Arnold, Dobbie, and Hull (2022)
show that simple observed disparities in release
decisions do not by themselves identify disparate
impact or its underlying sources. Kleinberg et al.
(2018) clarify a related point from another angle:
evaluating prediction-based decision rules is difficult
because the available data are generated by prior
human decisions, counterfactual outcomes are only
partially observed, and decision-makers may care
about objectives the model does not capture. Once
that is true, before-and-after disparities become an
unreliable guide to mechanism.

The practical implication is that post-deployment
fairness reviews should be designed as diagnostic
exercises, not blame-assignment exercises. The key
question is not only whether disparities changed,
but where in the decision chain the change was
generated.

How Fairness Is Framed Can
Switch Organizational
Response

Exposure to different framing of algorithmic fairess
can change organizational response. Cowgill,
Dell’Acqua, and Matz (2020) show this using a
randomized experiment with business decision-
makers. Participants were randomly assigned to
read one of two op-eds between business cases: a
Fortune essay, “A.l. Bias Isnt the Problem. Our
Society Is,” which emphasized the inescapability of
algorithmic bias, or a Harvard Business Review
essay, “Want Less-Biased Decisions? Use
Algorithms,” which stressed performance
comparison with the human status quo. The authors
then measured how these framings changed
adoption recommendations and related beliefs. The
more fatalistic framing made managers more likely
to recommend abandoning Al in favor of manual

human review and more likely to expect lawsuits
and negative publicity. The authors also show that
this abandonment effect survived in scenarios
calibrated to prior hiring and lending studies in
which both the algorithm and the status quo exhibit
imbalances, but the algorithmic option performs
better on that margin. By contrast, the status-quo
comparison framing pushed responses in the
opposite direction.

This is an important lesson for policymakers. If
institutions and managers are told only that
algorithmic bias is unavoidable, many may infer that
the safest response is to return to unguided human
discretion. However, the appropriate benchmark is
the status quo human decision process the system
would replace or reshape, not the algorithm in
isolation. The relevant question is therefore not
whether the algorithm is flawless on its own, but
whether the overall decision process improves on
the status quo and can be governed responsibly.

Evaluating the Model Is Not
the Same as Evaluating the
Decision Process

A common mistake is to treat evaluation of the
predictive model as if it were enough to evaluate
the decision process built around it. In many high-
stakes settings, the model does not make the final
decision. Its outputs are translated into actions
through thresholds, overrides, and discretionary
human judgment. What matters is not the
prediction alone but the resulting allocation. A
model may perform well on standard metrics of
accuracy and fairness and still generate biased
outcomes if the surrounding decision rule is biased.

This point also has a clear foundation in the
economics literature. In the bail setting, Kleinberg
et al. (2018) show that evaluating an algorithm
cannot be reduced to comparing its predictions
with judges’ observed decisions. The empirical
problem is harder than that: the available data are
generated by prior judge choices, outcomes are
only observed for released defendants, and judges



may care about objectives the model does not
directly predict. Their contribution is to tackle those
problems explicitly and show that the value of
machine learning depends on how predictions are
translated into decisions. Rambachan et al. (2020)
make the broader point that algorithmic fairness is
therefore not only a technical property of the
model, but also an economic and regulatory
question.

For policymakers, the implication is practical.
Evaluating predictive performance remains
necessary, but it does not answer the whole policy
question. That question is how model outputs are
converted into approvals, denials, referrals, or
further scrutiny, and whether that broader decision
system improves on the status quo in a way that is
accountable and reviewable. Model evaluation is
necessary, but it is not sufficient.

What This Means for Policy
Design

The five lessons above point to a practical checklist
for policymakers and organizations in the adoption
of predictive Als.

Specify the Fairness Objective Before
Deployment

Organizations should identify in advance which
fairness concerns are central in the use case. Is the
priority equal treatment among similarly situated
individuals, parity in certain error rates, equitable
access to a service across groups, or something
else? The answer should guide selection of faimess
criteria that are fit-for-purpose. This step sounds
basic, but without it evaluation quickly becomes
muddled and disputes about fairness become
harder to resolve. Post-deployment reviews work
best when they are anchored to a stated objective
rather than to a generic claim that the system
should be “fair”.

Evaluate the Decision Process, Not
Just the Model

A meaningful assessment should follow the full
chain from model design and training data to model
output and the final allocation decision shaped by
human judgment. This includes the outcome the
model is trained to predict, the training data, stated
or implicit decision thresholds, override rules,
exception handling, explanation practices, and
recourse mechanisms. When humans still decide
what to do with algorithmic scores or
recommendations, as is common and appropriate in
many high-stakes settings, the fairness of the final
outcome depends not only on the model itself, but
also on the design choices upstream of the model
and the human decision process downstream of it.

Track How Human Discretion
Changes After Adoption

Organizations should log when recommendations
are overridden, by whom, and for what stated
reason, and they should review how override
patterns are distributed across groups. They should
also monitor whether staff reliance on the system
changes over time or after major model updates,
and whether operational thresholds become tighter
or looser. These data are often missing, yet they are
essential for understanding whether widening
disparities arise from the model itself, from
changing patterns of human use, or from both.

Treat Model Upgrades as
Governance Events

A model improvement should not be treated as
routine technical maintenance in a high-stakes
setting. If predictive performance changes
materially, institutions should reassess subgroup
effects, review how staff use the model, and re-
evaluate whether surrounding procedures remain
appropriate. Better prediction can make pre-
existing human or institutional bias more visible by
reducing the noise that previously obscured it. For
that reason, technical improvement should trigger



renewed evaluation of the decision process, not just
the model.

Communicate Fairness Risks Without
Fatalism

Organizations should be careful how fairness
concerns are framed internally when results are
reviewed, escalated, or presented to decision-
makers. Internal communication should distinguish
between identifying a fairness risk and concluding
that the system should be abandoned. It should also
state the relevant benchmark clearly: whether the
concern arises relative to the status quo human
process, to a stated fairness criterion, or to some
other comparison point. The purpose is to ensure
that fairness concerns trigger structured internal
review—whether redesign, tighter oversight, or
suspension is warranted—rather than an automatic
retreat to unguided human discretion.

Canadian and International
Governance Lessons

Current governance frameworks already contain
many of the building blocks needed for a more
realistic approach to fairness. The Directive on
Automated Decision-Making and the peer-review
guidance apply not only to fully automated systems
but also to tools used to make or support
administrative decisions (Treasury Board of Canada
Secretariat 2025a, 2025c¢). The Algorithmic Impact
Assessment is mandatory, impact-tiered, and tied to
factors such as system design, decision type,
impact, data, mitigation, and the extent of human
involvement (Treasury Board of Canada Secretariat
2026). The official materials also contemplate
lifecycle review rather than one-time clearance. That
is important because it means the Canadian
architecture already recognizes a central point of
this article: the policy object is not just the model,
but the decision process in which it operates.

Where current governance remains weaker is in
operationalizing that insight. A department can
complete an impact assessment, obtain peer
review, and satisfy disclosure requirements while the

most consequential part of the system remains only
lightly examined: how outputs are translated into
action. In many high-stakes settings, the real
fairness and accountability issues arise at that
margin—who sees the score, what threshold
triggers intervention, when overrides occur, how
exceptions are handled, and whether staff reliance
shifts after deployment or upgrade. Existing
frameworks create room to ask those questions, but
they do not by themselves ensure that organizations
will generate disciplined evidence on them. The
unresolved problem is therefore not recognition of
context, but governance of the translation from
model output to institutional action.

International frameworks largely point in the same
direction, but they do not remove the same risk.
NIST’s Al Risk Management Framework explicitly
treats Al as socio-technical, stressing that risks arise
from the interplay of technical design, human
behavior, operators, and deployment context. The
EU Al Act likewise goes beyond ex ante model
review by regulating the use of high-risk Al and
requiring post-market monitoring over the system’s
lifetime. The convergence is meaningful. But it does
not eliminate the core implementation problem:
broad recognition that context matters can still
harden into compliance around documentation,
classification, and model testing unless institutions
also monitor how decisions are actually made in
operation.

For Canadian policymakers, that is the practical
takeaway. The next stage of responsible Al
governance should focus less on asking whether a
model is fair on its own and more on ensuring that
the surrounding decision process is fair, reviewable,
and institutionally accountable.

Conclusion

The central policy lesson is simple: better prediction
does not by itself guarantee fairer outcomes. In
many high-stakes settings, algorithmic tools operate
inside broader decision processes that still depend
on human judgment, institutional rules, and
organizational incentives. Once that is true, faimess



cannot be assessed at the level of the predictive
model alone.

Five implications follow. Fairness depends on the
benchmark being used. Better predictive
performance can still widen measured disparity. A
widening gap after adoption does not by itself
identify mechanism. The framing of fairness risks can
shape whether organizations diagnose, redesign, or
abandon a system. And evaluating the model is not
the same as evaluating the decision process that
converts its outputs into actions and allocations.

For policymakers, the task is therefore not simply to
ask whether a model is biased in isolation. It is to
govern the full decision process in which the model
operates. That means specifying the fairess
objective in advance, evaluating how outputs are
translated into action, tracking how human
discretion changes after adoption and upgrade, and
ensuring that fairness concerns trigger structured
review rather than automatic retreat. In Canada,
existing frameworks already move part of the way in
this direction. The next challenge is to ensure that
governance reaches the operational margin where
model outputs become institutional decisions.
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